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1. INTRODUCTION

Forecasting crude oil prices is among the most challenging problems in applied economics. The prevailing
benchmark — the "no-change" or random walk forecast, which simply predicts that tomorrow's price will
equal today's — has proven remarkably difficult to beat. Academic literature has repeatedly shown that
econometric models, futures markets, and survey-based forecasts all struggle to outperform this naive
baseline, particularly at short horizons.

This paper describes a tiered ensemble system for forecasting WTI crude oil prices at horizons from 3
to 96 months. Building on the framework established by the European Central Bank, the system combines
four structurally distinct forecasting models — each exploiting different information sets and economic
mechanisms — into a composite forecast that outperforms both the naive baseline and any individual model
across all tested horizons. The key insight, consistent with the ECB paper's findings, is that models making
structurally different types of errors can be combined to partially cancel those errors, yielding a forecast

more accurate than its components.

2. INDIVIDUAL MODELS

The system employs four individual forecasting models, each grounded in a distinct economic rationale.

Futures-Based Forecast. The first model uses the WTT futures term structure as a direct price forecast.
Futures prices for maturities up to 36 months are sourced from exchange-traded contracts via QuantConnect.
For maturities beyond 36 months, where exchange liquidity thins and data availability becomes intermittent,
a Nelson-Siegel curve is fitted to the observable term structure and projected forward. This extrapolation
produces smooth, well-behaved forward prices that naturally flatten at long maturities and correctly reflect
both contango and backwardation regimes. The futures-based model is most informative at short horizons
(3-12 months) where the market's forward curve reflects genuine supply-demand expectations, hedging
activity, and risk premia.

Risk-Adjusted Futures (Pagano & Pisani, 2009). the second model corrects the systematic bias in
futures-based forecasts by regressing historical futures forecast errors on lagged capacity utilization (Federal
Reserve G.17 release). The economic intuition is that a tight economy — signaled by high capacity
utilization — implies stronger future oil demand than the futures curve reflects, while a slack economy

implies the opposite. An expanding-window OLS regression estimates the correction at each point in time
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using only historically available data. This model consistently outperforms raw futures at all horizons and is
the system's strongest individual performer, achieving MSPE ratios of 0.50-0.81 versus the naive baseline.

Bayesian Vector Autoregression (Giannone, L.enza & Primiceri, 2012). The third model estimates a
four-variable VAR with Minnesota prior: the log real oil price (random walk prior, centered at 1.0 on its own
first lag), capacity utilization, US crude oil inventories, and US oil production (all with stationary priors,
centered at 0.0). The Minnesota prior structure is critical — it encodes the belief that oil prices are
approximately a random walk while other macroeconomic variables are mean-reverting. The BVAR captures
structural feedback loops between supply, demand, inventories, and prices. It underperforms futures-based
models at short horizons but dominates at 36 months and beyond, where its mean-reverting prior structure
correctly pulls forecasts toward long-run equilibrium.

DSGE Model (Nakov & Nuiio, 2013). The fourth model implements a structural state-space
representation of the global oil market with three latent states — economic activity, oil supply conditions,
and oil-specific demand — estimated via Kalman filter. Observables are capacity utilization, US oil
production growth, and log real oil price, with expanding-mean detrending to prevent look-ahead bias. The
DSGE model's primary contribution is to the ensemble: its forecast errors are structurally uncorrelated with
those of the futures-based models because it relies on macroeconomic state estimation rather than market

prices. This error diversity is the foundation of the ensemble's outperformance.

3. ERROR MEASUREMENT AND ROBUSTNESS

All models are trained using Huber loss with a threshold parameter § = 0.352, calibrated from the 80th
percentile of historical Risk-Adjusted Futures forecast errors. Below this threshold — which corresponds to
approximately a 42% price deviation — errors receive smooth quadratic treatment that enables precise
parameter optimization. Above it — capturing events such as the 2008 financial crisis, the 2014 oil price
collapse, and the 2020 COVID demand shock — errors receive linear treatment that prevents these rare but
extreme events from distorting model calibration. This two-regime loss function allows models to fit the
80% of history governed by normal economic fundamentals without being pulled off course by the 20%
driven by geopolitical shocks and black swan events.

Final model evaluation uses the Mean Squared Prediction Error (MSPE) ratio relative to the naive no-
change forecast. An MSPE ratio below 1.0 indicates the model outperforms the random walk; below 0.5
indicates the model captures more than half the forecastable variation in oil prices. All evaluation is
performed on an expanding-window basis using only data that was historically available at each forecast
date, with publication lags explicitly modeled: CPI is lagged one month and capacity utilization one month,

reflecting their actual release schedules relative to a forecast date of the 19th of each month.
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Performance Note: The Risk-Adjusted Futures model consistently outperforms raw futures at every
horizon, demonstrating that capacity utilization carries crucial predictive alpha that is not fully
discounted into the liquid futures term structure. At 12 months, Risk-Adjusted Futures achieves an
MSPE ratio of approximately 0.60 versus the naive baseline, compared to 0.77 for raw futures — a

22% structural efficiency gain.

4. THE TIERED ENSEMBLE SYSTEM

The system employs a three-tier model selection strategy, informed by systematic comparison of individual
and combined model performance across 230 months of out-of-sample evaluation, segmented into 7-year
sub-periods to test stability across different market regimes.

For horizons of 3 to 21 months, the Risk-Adjusted Futures model is used alone. At these horizons, the
futures term structure is informationally rich and the UCap correction adds consistent value. Adding
structural models at short horizons dilutes accuracy because the BVAR and DSGE introduce mean-reversion
bias that is premature over 1-2 year windows.

For horizons of 24 to 48 months, an equal-weight combination of Risk-Adjusted Futures and DSGE is
employed. At these intermediate horizons, the Risk-Adjusted model's negative bias — its tendency to
systematically under-predict — grows large enough that the DSGE's opposing positive bias provides
meaningful correction. The combination achieves MSPE ratios of 0.47-0.59, a 15-25% improvement over
Risk-Adjusted Futures alone.

For horizons of 60 months and beyond, a three-model combination of Risk-Adjusted Futures, BVAR,
and DSGE is used when available, falling back to BVAR plus DSGE plus Futures when Risk-Adjusted
predictions are unavailable at extreme maturities. At these long horizons, all three structural mechanisms —
futures-implied expectations, macro feedback dynamics, and structural equilibrium — contribute
complementary information.

A fallback chain ensures continuous forecast availability at every horizon. If the primary model lacks a
prediction at a given date — typically because futures contracts do not extend that far — the system
automatically selects the next best combination from a pre-specified hierarchy. Confidence intervals are
computed from the historical standard deviation of forecast errors for whichever model is active at each

horizon, providing calibrated uncertainty bands.

5. STRENGTHS AND LIMITATIONS

The system's primary strength is its structural diversity. The four component models exploit fundamentally
different information: market expectations (futures), cyclical economic position (Risk-Adjusted),
macroeconomic feedback dynamics (BVAR), and structural equilibrium (DSGE). Because these information

sets lead to different types of forecast errors — futures overshoot during contango, the BVAR mean-reverting
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too aggressively, the DSGE over-smooths — equal-weight combination produces systematic error
cancellation that no single model achieves alone.

The system is disciplined about real-time data availability. Every forecast uses only information that
was genuinely available at the time, with publication lags explicitly modeled. The Nelson-Siegel futures
curve extrapolation extends the market-based signal to long horizons without introducing look-ahead bias.
The Huber loss calibration ensures training is robust to the extreme price events that dominate oil market
history.

The principal limitation is the reliance on US-only macroeconomic proxies. The ECB paper's BVAR
used global oil production (OPEC plus non-OPEC), global economic activity (OECD monthly GDP), and
OECD commercial oil inventories — variables that directly measure the global supply-demand balance. Our
implementation substitutes US capacity utilization, US crude oil inventories (EIA weekly), and US oil
production, which capture only a fraction of the global market dynamics that drive oil prices. Systematic
testing confirmed that no available global proxy on FRED (including the OECD Composite Leading
Indicator, China CLI, and the broad US dollar index) improved on the US-only specification, though this
likely reflects data limitations rather than economic irrelevance.

The DSGE model's structural parameters are calibrated from Nakov and Nufio (2013), which pre-dates
the US shale revolution. The persistence and volatility parameters for oil supply shocks may not accurately
reflect the post-2015 market structure, where US tight oil production responds more elastically to price

changes than conventional production did historically.

Forecast produced monthly on the 19th. Historical evaluation period: 2007-2026.
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